Glazer’s SQL Tutorial



This is mostly a "how to" by example guide to SQL.

 This is intended to help with interactive SQL.  Particulars on how to handle SQL in RPG are

 addressed in the EX_SQL example RPG.



Getting information.  Other keywords: retrieve

  - To get information from SQL, "Select" is your friend.

> select * from lib/file·

 "*" means 'Get all fields'.

 - If you only want certain fields, name them with a comma (",") between each one.

 No comma is necessary if only one field is wanted.

> select fld1, fld2 from lib/file·

> select fld1 from lib/file·



 Selecting only wanted records.

 - If you only want records that meet certain criteria, use the "where" clause.

 Other keywords: condition

 Notice that the field used in the "where" clause doesÄnot·need to be selected.

 Also notice that an SQL statement can span multiple lines.

> select fld1, fld2 from lib/file·

    whereÞfld3 = 'X'·

> select fld1, fld22 from lib/file·

    where fld1 <> 'X'·

 - "and/or" logic with parens (for grouping) is supported ...

> select fld1, fld2 from lib/file·

    whereÞfld3 = 'X'·

      andÞ(    fld4 = 'Y'·

          Þor  fld5 = 'Z' )·

 - If you have multiple values for one field to compare, use the "in" conditional.

   (The parens around the values is required.)

> select fld1, fld2 from lib/file·

    where fld3 in (val1, val2, val3)·

 - If you want to see all records that do not meet a multiple value criteria, use the "not in"

   conditional/

> select fld1, fld2 from lib/file·

    where fld3Þnot in (val1, val2, val3)·

 - If you want all alphanumeric values that 'look like' something ...

> select fld1, fld2, fld3 from lib/file·

    where fld1 like '%%val1%%'·

 The "%" symbols are important.

 On both sides of your value, it means 'contains this text'.

 Only on the right side means 'starts with this text'.

 Only on the left side means 'ends with this text'.

 Only 1 '%' is needed and you can use as many as you wish (up to the length of the field).

 - You can also translate the data that you are about to compare to upper or lower case.  (I will

 supply a real example in this case.  I wanted to look for error messages indicating that a PO was

 not valid.  However "rePOrt code" had "PO" in it, so I used the following SQL statement to tell

 me what I wanted.)

> select * from xxerror·

  whereÞlower(xemsg) like '%po%'·

    and   (   lower(XEMSG) like '%not valid%'·

           or lower(xemsg) like '%invalid%'   )·

    and lower(xemsg)Þnot like '%report code%'·

 - This would also work ...

> select * from xxerror·

  whereÞupper(xemsg) like '%PO%'·

    and   ( upper(XEMSG) like '%NOT VALID%'·

         or upper(xemsg) like '%INVALID%'   )·

    and upper(xemsg) not like '%REPORT CODE%'·

 - Another way to do a "greater than" and "less than" combination ...     Other keywords: range

> select fld1, fld2 from lib/file·

    where fld1 between val1 and val2·

 - Relative Record Number (RRN) ...

 -- Retrieving RRN.

> select rrn(file) from lib/file·

 -- Using RRN as part of a RRN.

> select * from lib/file·

  where rrn(file) > x and rrn(file) < y·

 You cannot specify a library in the RRN clause.

 - If you only want a limited numbers of records returned ...

> select * from lib/file·

  fetch first x rows only·

 - All of these can be used in one statement ...

> select fld1 from lib/file·

  whereÞlower(fld2) like '%xy%'·

      and fld3 between 'A' and 'Z'·

      and (    fld4 = 'Z'·

           or  fld5 in ('A', 'B', 'C'))·

      and rrn(file) > x and rrn(file) < y·

 - "exists" is also a valid "where" conditioner.  See "sub-selects" below.



 Field manipulation.

 You can manipulate field data within SQL.

 - Standard mathematical funtions apply ...

> select fld1 + 4 from lib/file·

> select fld1 - 4 from lib/file·

> select fld1 * 4 from lib/file·

> select fld1/4 from lib/file·

 - Trigometric funtions also apply.  A few examples ...

> select tan(fld1) from lib/file·

> select atan(fld1) from lib/file·

> select log(fld1) from lib/file·

> select sin(fld1) from lib/file·

> select asin(fld1) from lib/file·

> select cos(fld1) from lib/file·

> select acos(fld1) from lib/file·

 - Converting numbers to text (usually for future manipulation).

> select char(fld1) from lib/file·

 - String manipulation.

 -- Concatenation.

> select gcdes1 || gcdes2 from lib/file·

 -- Changing the case of the string.

> select lower(fld1) from lib/file·

> select lcase(fld1) from lib/file·

> select upper(fld1) from lib/file·

> select ucase(fld1) from lib/file·

 -- Only certin portions of the string.

> select substr(fld1, 2, 3) from lib/file·

 *Note: The 1st parm of "substr" is the field (or value) you wish to parse.  The 2nd parm is the

        starting position that you wish to start at.  The 3rd position is how many characters you

        want.

 -- Eliminating leading and/or trailing blanks.

> select trim(fld1) from lib/file·

> select ltrim(fld1) from lib/file·

> select rtrim(fld1) from lib/file·

 -- Eliminating leading and or trailing characters of your choosing.

> select trim('THE' from fld1) from lib/file·

> select trim(leading 'THE' from fld1) from lib/file·

> select trim(trailing 'THE' from fld1) from lib/file·

 - Finding a string within a string ...

> select position('X' in fld1) from lib/file·

 *Note: This is really useful to plug into "substr" operations.

 - Date arithmitic ...

 -- Adding and subtracting durations.

> select fld1_dt + 1 years from lib/file·

> select fld1_dt + 1 months from lib/file·

> select fld1_dt + 1 days from lib/file·

> select fld1_dt - 1 years from lib/file·

> select fld1_dt - 1 months from lib/file·

> select fld1_dt - 1 days from lib/file·

 -- Subtracting date values (because we would rarely want to add them).

> select fld1_dt - fld2_dt from lib/file·

 You will probably not want to do this as the returned format is yyyymmdd where

 yyyy is the number years different

 mm is the number of months different

 dd is the number of days different

 (Unless I remember that this the format returned, I think the answer is number of days.  I /hate/

 being confused.)

> select year(fld1_dt - fld2_dt) from lib/file·

 This will give the number of FULL years between the given dates.

> select (year(fld1_dt - fld2_dt) *12) +·

>         month(fld1_dt - fld2_dt) from lib/file·

 This will give the number of FULL months between the given dates.

> select days(fld1_dt) - days(fld2_dt) from lib/file·

 This will give the number of days between the given dates.  (Yes, it does look different, but

 that is the way it goes.)

 -- Subtracting given number of days from the current date.

> select current_date - 2 days from lib/file·

 -- Subtracting a date from the current date.

> select current_date - fld1_dt from lib/file·



 Data sifting.  Other keywords: aggregate

 **Note: If you use these functions (other than distinct), and you use other fields, you must use

 the "group by" clause described below.

 The "where" clause is allowed in all cases.

 - If you want to get the average for a field or fields, use "avg".

> select avg(fld1) from lib/file·

> select avg(fld1), avg(fld2) from lib/file·

> select avg(fld1), avg(fld2) from lib/file·

    where fld1 = 'X'·

 - If you want to get the minimum (lowest) value for a field or fields, use "min".

> select min(fld1) from lib/file·

> select min(fld1), min(fld2) from lib/file·

> select min(fld1), min(fld2) from lib/file·

    where fld1 = 'X'·

 - If you want to get the maximum (highest) value for a field or fields, use "max".

> select max(fld1) from lib/file·

> select max(fld1), max(fld2) from lib/file·

> select max(fld1), max(fld2) from lib/file·

    where fld1 = 'X'·

 - If you want to get the total value for a field or fields, use "sum".

> select sum(fld1) from lib/file·

> select sum(fld1), sum(fld2) from lib/file·

> select sum(fld1), sum(fld2) from lib/file·

    where fld1 = 'X'·

 - If you want to get the number records.

> select count(*) from lib/file·

> select count(*) from lib/file·

    where fld1 = 'X'·

 - All these can be used in one statement ...

> select count(*), min(fld1), max(fld1), avg(fld1), sum(fld1)·

    from lib/file·

    where fld1 = 'X'·

 - If you only want to see the unique values for a field ...

 You can select multiple fields.  This will give you all unique combinations.

 Once you specify "distinct", all fields selected will be distinct.  (In other words, once you

 specify "distinct", you cannot get out.)

 The "where" clause is valid.

> select distinct fld1 from lib/file·

> select distinct fld1, fld2 from lib/file·

> select distinct fld1, fld2 from lib/file·

    where fld3 = 'X'·

 You can enclose the value in parenthesis, but please do not.  (You can only select one value

 this way.)

 - This is a bit complicated, but ... this will give you a count of distinct value combinations

   in a file ...

> select count(*) from·

    (select distinct fld1, fld2 from lib/file) as x·

 "x" can actually be 'x'.  It is just used as a file alias :)

 (This is conceptually complicated, but it is easy to get the syntax down :)

¹...................................................................................................

 Grouping and sorting your data.

 - You can group your data.

 -- Grouping is required if you had an aggregate fuction (such as count, min, max, avg, or sum), and

 you specify other, non-aggregate, fields.

> select fld1, fld2, sum(fld3), sum(fld4) from lib/file·

    where fld5 = 'X'·

    group by fld1, fld2·

 -- It also useful to pare duplicate records that you do not want to see.  A semi real-life

 example.

> select gcdes1 from gocimp·

    where lower(gcdes1) like '%%crown%%'·

    group by gcdes1·

    order by gcdes1·

 Also note that if you are joining files (described below) and want to pare records, this would be

 how you do it.

 - Ordering your records is also very useful as SQL does not honor file keys.  (If they happen to

 appear sorted, that is just how they are - by RRN - in the file.)  (And .. another semi real-life

 example.)

> select gcitem, gcpack, gcdes1 from gocimp·

    where lower(gcdes1) like '%%crown%%'·

    order by gcdes1, gcitem, gcpack·

 - This brings me to one of my favorite little 'tricks'.

> select gcmcls, count(*) from gocimp·

    group by gcmcls·

    order by gcmcls·

 This gives you a really fast way of getting a good feel how data is 'spread'.

¹...................................................................................................

 Another way of selecting data is the "having" clause.  It is really useful if you want to select

 data based on an aggregate function (such as count, min, max, avg, and sum).  It is less desirable

 than "where" in non-aggregate cases because the record is actually selected and placed the buffer.

 It just does not display.  (Read all that as "performance suffers".)

> select gcdes1, count(*) from gocimp·

    where lower(gcdes1) like '%%crown%%'·

    group by gcdes1·

    order by gcdes1·

    having count(*) > 3·

¹...................................................................................................

 If you want to get records from more than one file ...  Other keywords: join, multiple

 - The most common way of getting data from more than one file is the inner join.  This means that

   records in all filesÄmust·have have at least one matching record in all other files.  Reversely,

   if you do not specify key values to ensure unique values, one record from one file can be in

   multiple result rows.

   (If you are looking for data out of only one file based on data in another file, I recommend

   using a sub-select -- see below.)  I will supply examples based on real files.

> select a.gcitem, a.gcpack, b.grstat from gocimp a, gorimp b·

    where a.gcitem = b.gritem·

      and a.gcpack = b.grpack·

      and a.gcvndr between 300 and 500·

      and b.grbrch in (97, 98, 99)·

 Notice the 'a' and 'b' after the files and before the field names.  These are aliases and are

 used to qualify fields names (for which file they come from).

 Also notice that your "where" clause can select non-join criteria from either file.

Ä**Note:·If you do not specify keys to match, this is a cross join and yields what is called a

 cartesian product. ÄEvery·record from one file is joined toÄevery·record in the other file.  Avoid

 this at all costs.

 In the example above, if an item is in more than one state, GOCIMP values from one record will be

 used for each state record.

 - You can specify many join files ...

> select a.gcitem, a.gcpack, b.grstat, c.gwwhse·

  from gocimp a, gorimp b, gowimp c·

    where a.gcitem = b.gritem·

      and a.gcpack = b.grpack·

      and a.gcitem = c.gwitem·

      and a.gcpack = c.gwpack·

      and a.gcvndr between 300 and 500·

      and b.grbrch in (97, 98, 99)·

      and c.gwbrch not in (97, 98, 99)·

 - Another way to do these (ANSI standard) ...

> select a.gcitem, a.gcpack, b.grstat·

  from gocimp a·

  join gorimp b on a.gcitem = b.gritem and a.gcpack = b.grpack·

    where a.gcvndr between 300 and 500·

      and b.grbrch in (97, 98, 99)·

> select a.gcitem, a.gcpack, b.grstat, c.gwwhse·

  from gocimp a·

  join gorimp b on a.gcitem = b.gritem and a.gcpack = b.grpack·

  join gowimp c on a.gcitem = c.gwitem and a.gcpack = c.gwpack·

    where a.gcvndr between 300 and 500·

      and b.grbrch in (97, 98, 99)·

      and c.gwbrch not in (97, 98, 99)·

 The ANSI standard may be safer in one regard.  You are specifying your join keys in the join

 clause.  It may cause less confusion.

...............................................................................................

 - One way to getÄall·records from one file (even if they do not exist in other files specified) is

 the left (outer) join.  All records from yourÄbeginning·files will be returned, even if they do not

 exist in the subsequent files.  If a record not does exist in subsequent files, its fields are

 returned as null (blanks and zeros).  Records in the subsequent files will not be returned if they

 are not in the 1st file.

> select a.gcitem, a.gcpack, b.grstat, c.gwwhse·

  from gocimp a·

  left join gorimp b on a.gcitem = b.gritem and a.gcpack = b.grpack·

  left join gowimp c on a.gcitem = c.gwitem and a.gcpack = c.gcpack·

    where a.gcvndr between 300 and 500·

      and b.grbrch in (97, 98, 99)·

      and c.gwbrch not in (97, 98, 99)·

...............................................................................................

 - Another way to getÄall·records from one file (even if they do not exist in other files) is the

 right (outer) join.  All records from yourÄfollowing·files will be returned, even if they do not

 exist in previous files.  The same rules applay as in a left join, but in reverse.  I have not ever

 seen a need to do this, but here is an example.

> select a.gcitem, a.gcpack, b.grstat, c.gwwhse·

  from gocimp a·

  right join gorimp b on a.gcitem = b.gritem and a.gcpack = b.grpack·

  right join gowimp c on a.gcitem = c.gwitem and a.gcpack = c.gcpack·

    where a.gcvndr between 300 and 500·

      and b.grbrch in (97, 98, 99)·

      and c.gwbrch not in (97, 98, 99)·

¹...................................................................................................

 If you want to get records based on data from another file, use a sub-select.

 I personally use this much more often than joining files.

 Other keywords: subselect, based-on, based on

 Sub-selects are usually (but by far not limited to) part of an "exists" condition as part of a

 "where".

 You have to be careful to match records in the sub-select to the main select.  You do not want to

 contaminate your result set by selecting (or not selecting) records based on a bad sub-select.

 - Sub-selects can be a single "where" clause condition ...

> select a.gwwhse, a.gwitem, a.gwpack·

    from gowimp a·

    where exists ( select * from gocimp b·

                   where b.gcitem = a.gwitem·

                     and b.gcpack = a.gwpack·

                     and b.gcmcls = '1'       )·

 Notice that ...

 ... I aliased all files (e.g. "a" for gowimp and "b" for gocimp).  I then prefixed each field name

     with the alias.  This accomplishes three things.  1st, if the field names are the same in any

     file, you have just specified which one to use.  2nd, you avoid a warning message that looks

     like an error message when you try to run your statement.  3rd, you avoid typing the file name

     multiple times.  (Yes, you could prefix your fields with the file names -- but don't you have

     something better to do with your time?    :P )

 ... I matched up the keys between the files 1st.  This is not necessary.  It can happen anywhere

     in the "where" clause of the sub-select, but I like the added comfort of knowing where to look.

 ... I have an additional conditional in the sub-select "where" clause.  (IÄonly·want records out of

     gowimp that have a major class of '1' in gocimp :)

 - Sub-selects can be just one conditional of many in a "where" clause ...

> select a.gwwhse, a.gwitem, a.gwpack·

    from gowimp a·

    where a.gwrprt = '20'·

      and exists ( select * from gocimp b·

                   where b.gcitem = a.gwitem·

                     and b.gcpack = a.gwpack·

                     and b.gcmcls = '1'       )·

 Notice that I put the sub-select after the other conditional.  This was done for performance.

 - You can have more than one sub-select as part of a "where" clause ...

> select a.gwwhse, a.gwitem, a.gcpack·

    from gowimp a·

    where exists ( select * from gocimp b·

                   where b.gcitem = a.gwitem·

                     and b.gcpack = a.gwpack·

                     and b.gcmcls = '1'       )·

      and exists ( select * from gogwmp c·

                   where c.ggwhse = a.gwwhse·

                     and c.ggstts = ' '       )·

...............................................................................................

 You can delete records with SQL.  Please be VERY CAREFUL when deleting records with SQL.  (I

 usually copy production files before I modify them with SQL.)  (I also usually run a "select"

 statement 1st, just as a sanity check.)

> delete from lib/file·

    where fld2 = 'X'·

 You can use all the "where" conditionals that are valid in "select" statements.

 Do not try to delete using joins.

¹...................................................................................................

 You can also update records with SQL.  Please be VERY CAREFUL.

> update lib/file·

    set fld1 = val1·

    where fld2 = 'X'·

 You can use all the "where" conditionals that are valid in "select" statements.

 You cannot use joins to update.  (JoinsÄcan·be used as part of a subselect in an "update"

 statement.)

¹...................................................................................................

 You can also add records with SQL.  Again, please be VERY CAREFUL.

> insert into lib/file·

    fld1, fld2, fld3·

 YouÄmust·specify a value for each field in the file.

 I usually specify a "select" from another file with the same fields, although I very rarely use

 "insert".

> insert into lib/file a·

    select b.* from lib/file2 b·

      where b.fld2 = 'X'·

¹...................................................................................................

 Printing.

 The only way that I have found to print information from SQL on the AS/400 is to:

 1) F13.

 2) Option #1.

 3) Change the output to 2 (printer).

 4) Run your select statement.

 5) I usually set output back to 1 (display).

 I have found the print format to be very presentable.  It uses the column headings from the file(s)

 specified very well.  However, there are little tricks to get more of what you want.

> select gcdes1 as "Item Description"·

    from gocimp·

    where gcmcls ' '1'·

      and gcvndr between 300 and 500·

 Unfortunately, the double quotes will display in the heading.  You do not need double quotes if

 using a single word.

¹...................................................................................................

 Outfile.

 You can perform the following to get an outfile of your "select" statement.

 1) F13.

 2) Option #1.

 3) Change the output to 3 (outfile).

 4) Enter an outfile.

 5) Pick how to treat the file (e.g. 1= create file).

 6) Run your select statement.

 7) I usually set output back to 1 (display).

 The outfile will look like what you specify.  If you specify all fields in a file, the outfile will

 look like the file that you selected data out of.  If you specify fields to look at, the outfile

 will only have the fields that you specified.

 I use outfiles as storage for the results of "select" statements that I want to use in future

 "select" statements.  (If you are going to use the same semi-complicated sub-select more than once,

 an outfile may help run faster :)
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